Self-directed learning by preschoolers in a naturalistic overhearing context

Ruthe Foushee⁎, Mahesh Srinivasan, Fei Xu

University of California, Berkeley, United States of America

A R T I C L E   I N F O

Keywords:
Self-directed learning
Overhearing
Word learning
Child-directed speech
Effective input

A B S T R A C T

Three studies investigated preschoolers’ self-directed learning ability in a naturalistic context: learning from overheard speech. In Experiment 1, 4.5- to 6-year-olds were exposed to 4 novel words and 6 arbitrary facts corresponding to a set of co-present toys; in Experiment 2, 3- to 4.5-year-olds heard 5 nouns and 3 facts. In the Pedagogical conditions, children were taught the information with the aid of multiple pedagogical cues, but in the Overhearing conditions, children had to ‘listen in’ to one side of a phone call to learn the information. Older preschoolers (Experiment 1) learned all items above chance in both conditions. Younger preschoolers (Experiment 2) learned words and facts above chance in the Pedagogical condition, but were at chance at learning words in the Overhearing condition, despite reliably learning facts from overhearing. Experiment 3 demonstrated that younger children’s difficulty at learning new words from overhearing could not be explained by only being able to hear one side of the phone conversation, as they similarly struggled when the phone call took place over speakerphone. Measures of children’s touch behavior suggest that older children were better able to coordinate their attention between the overheard speech and objects, though even younger children showed evidence of attention to the overhear speech. Together, our results demonstrate that by age 5, children can learn multiple new words and facts via overhearing. This self-directed learning ability depends on being able to coordinate attention between speech and the surrounding environment, a capacity that develops throughout preschool.

1. Introduction

Since Jerome Bruner’s 1961 description of “discovery learning,” the idea of self-directed learning has been influential in the educational and psychological communities, and, more recently, the machine learning community. The self-directed learner, in contrast to the passive learner, selects the information they want to receive (Gureckis & Markant, 2012). Studies with children in this vein support the idea that they are curious and exploratory learners. For example, infants and young children selectively attend to some auditory or visual input over others, and selectively explore objects, suggesting that children choose the information they want to receive from early in life (e.g., Gerken et al., 2011; Golinkoff et al., 1987; Kidd et al., 2012, 2014; Piantadosi et al., 2014; Sim & Xu, 2017a; Stahl & Feigenson, 2015). As they mature and expand the scope of their attention, children amass information about the world around them by observing, asking questions, and performing physical interventions on their environments (Gopnik & Wellman, 2012; Piaget, 1954; Schulz, 2012; Xu, 2019).

To date, the majority of research on children’s ability to direct their own information-gathering has focused on their independent investigation of causal systems, rather than social or linguistic systems (but see Partridge et al., 2012; Ruggeri et al., 2019). Although these studies have provided insight into children’s developing self-directed learning abilities, causal systems arguably require less social learning to master, and may therefore be particularly amenable to self-directed learning. For example, a child alone in the crib can discover that a twitch of their leg causes an object suspended overhead to move (Rovee & Rovee, 1969), but will have to learn from another person that the object is called a “mobile.” The present studies ask whether the self-directed learning abilities demonstrated in previous studies of causal learning—children’s recognition of and attraction to unknown information, and their capacity to acquire relevant information through their own selective attention and action (e.g., Cook et al., 2011; Schulz & Bonawitz, 2007; Sim & Xu, 2017a, 2017b)—extend to a more social domain, like language development. Previous work suggests that in teaching contexts, children are selective in who they trust as a credible source of new linguistic information (Koenig et al., 2004; Koenig & Harris, 2005; Luchkina et al., 2018). But what about in the real world, when children have not only to evaluate new information from potential sources of learning, they have to recognize learning opportunities and ‘tune in’ to them over competitors?

Like causal learning, language development is a domain in which...
In the General discussion, we return to the question of why children may focus on what children can learn from overheard speech between adults because this presents an especially challenging information source to learn from. Compared to when they are speaking to another adult, an adult directing speech to a child will take more responsibility for maintaining their addressee's attention and monitoring their understanding (Schober & Clark, 1989; Tomaseff et al., 2005). Thus, child-directed speech can be thought of as guiding a child's attention, similar to the way experimenters in previous studies explicitly demonstrated how a novel toy worked for a child's benefit (e.g., Bonawitz et al., 2011; Schulz & Bonawitz, 2007; Sim & Xu, 2017a, 2017b). Learning language from adult-directed overheard speech, on the other hand, we can think of as analogous to leaving a toy for a child to explore and learn from on their own. Learning in this context would seem to require many self-directed learning skills, as it requires children to (a) preferentially allocate their attention to the overheard speech without support from the speaker (e.g., because the speech is typically not marked as relevant for the child), (b) recognize how information in the overheard speech could fill children's own knowledge gaps (e.g., words for novel objects), and (c) learn from that information (e.g., mapping a novel word to its referent).

Although learning from overhearing can be seen as a paradigm example of self-directed learning, it is not typically studied as such. The under-emphasis on self-directed learning in the language domain likely stems in part from how we often think of language acquisition as the product of the child receiving speech. Indeed, while a great deal of research suggests that children readily learn from speech that is directed to them, it is less clear what they are able to learn from speech that they overhear in their daily environments (Golinkoff et al., 2019; Shneidman et al., 2013). This question is of central importance because overheard speech constitutes a significant portion of the linguistic input for children across the world, and a larger proportion of the input than child-directed speech in many communities (e.g., Casillas, Brown, & Levinson, 2019; Shneidman & Goldin-Meadow, 2012; see also Brown, 1998; Griseta et al., 2019; De León, 1998; Mastin & Vogt, 2016; Ochs & Schieffelin, 1995; Mastin & Vogt, 2016; Pye, 1986a, 1986b; Sperry, Sperry, & Miller, 2019; Vogt, Mastin, & Schots, 2015; Weisleder & Fernald, 2013). For example, in one Yucatec Maya community, up to 80% of words that 12-month-olds heard were overheard (Shneidman & Goldin-Meadow, 2012; see also Casillas et al., 2019). And in a diverse group of families from across the United States, overheard speech represented between a 54% and 210% increase over the average number of words that were directed to children by their primary caregivers (Sperry et al., 2019). Children's ability to learn from overheard speech is also important because it may provide a valuable source of information about the target language, since overheard speech is likely to contain different words and grammatical constructions from child-directed speech (Soderstrom, 2007), and is arguably a more accurate model of the language used by the target community (Sperry et al., 2019).

Although prior studies have failed to show a correlation between the quantity of overheard speech in children's home environments and their later vocabularies (Ramirez-Esparza, Garcia-Sierra, & Kuhl, 2014; Shneidman & Goldin-Meadow, 2012; Shneidman, Arroyo, Levine, & Goldin-Meadow, 2013; Weisleder & Fernald, 2013), a number of experimental studies have shown that from at least 18 months of age, children are able to learn a new word equally well regardless of whether they have been taught the word directly, or have learned it via overhearing (Akhtar, 2005; Akhtar et al., 2001; Baldwin, 1991; Fitch, Lieberman, Luyster, & Arunachalam, 2020; Floor & Akhtar, 2006; Gampe, Liebal, & Tomassello, 2012; Martinez-Sussmann, Akhtar, Diesendruck, & Markson, 2011; Shneidman et al., 2009; for review see Shneidman & Woodward, 2016). Together, these experimental studies provide important evidence that young children do not have to be engaged in joint attention toward a novel word's referent in order to learn that word. Moreover, these studies show that children can track the referent of a novel word heard around them, even when the speaker is labeling the object for someone else, and when there is little indication that the utterance will be directly relevant to the child. Young children are even able to learn a new word from overheard speech when they have been given a distracting toy to play with (Akhtar, 2005).

While these prior experimental studies of learning from overhearing laid the groundwork for our experiments, we were not designed to test the degree to which children can learn new words from the dense, adult-directed speech that is likely to be present in children's daily environments, where demands on self-directed learning abilities are likely to be higher. For example, in prior studies (see Table A1 in Appendix A), children often only needed to learn a single novel word (Akhtar et al., 2001; Floor & Akhtar, 2006; Shneidman et al., 2009). This word was repeated as many as nine times, was embedded in a small number of explicit labeling or directive sentence frames (Akhtar et al., 2001; Akhtar, 2005; Floor & Akhtar, 2006; Martinez-Sussmann, Akhtar, Diesendruck, & Markson, 2011; O’Doherty et al., 2011; Shneidman et al., 2009), and was sometimes presented using the cadence characteristic of child-directed speech (e.g., Shneidman et al., 2009), even though the speaker was talking to another adult. Further, experimenters often engaged with the child before beginning the conversation that the child was going to observe (Floor & Akhtar, 2006; Martinez-Sussmann, Akhtar, Diesendruck, & Markson, 2011), and interacted with the referents of the novel words and/or facts directly during the overheard conversation. Thus, while the ambient interactions in these previous studies were between third parties, they often resembled pedagogical child-directed interactions, and the early experimenter-child familiarization periods may have suggested that the context was one that children would be able to learn from (Gampe et al., 2012; see Table A1 for examples of how the experimental procedures of previous studies may have reduced demands on self-directed learning).

Building on this prior work, we aimed to design a conservative and more naturalistic test of children's self-directed learning from overhearing, to compare to learning in pedagogical, adult-guided contexts. Our experiments compared learning of multiple words and facts from conditions representing two extremes in terms of the demands they impose on self-directed learning: 1) an adult-guided interaction in which children were explicitly taught words and facts about a set of objects, and 2) a situation in which children could overhear an adult's phone conversation about the objects (which employed the same words and facts), but in which the adult did not look at the objects or the child. Given the intentionally challenging nature of our overhearing task (and informed by piloting with younger children), we tested preschoolers aged three to six. This was in contrast to previous experimental studies of learning from overhearing, which have focused on children 18 to 30 months in age (see Table A1). Our goal was in part to determine the lower bound with respect to age at which children can learn from overhearing when demands on self-directed learning are high.

1 In the General discussion, we return to the question of why children may show evidence of learning new words via overhearing in experimental lab studies, but not in their home environments.
1.1. The present studies

Across three experiments, we asked how learning from an explicitly pedagogical adult-guided interaction compares to self-directed learning from complex, naturalistic overhearing speech during the preschool years. Following previous overhearing experiments, in Experiments 1 and 2, we employed a between-subjects design to compare learning in a highly pedagogical interaction (Pedagogical condition) to self-directed learning (Overhearing condition) by 4.5- to 6.0-year-olds (Experiment 1) and 3.0- to 4.5-year-olds (Experiment 2). In both conditions, children were first familiarized with a set of familiar and novel objects. In the Overhearing conditions, an experimenter received a phone call while the child played with the objects. The experimenter's half of the dialogue—which was directed to an unseen adult interlocutor in the Overhearing condition—was directly addressed to the child in the Pedagogical condition. In the Overhearing condition, the experimenter described the objects without looking at or manipulating them: she indirectly provided a novel label for each of the unfamiliar objects (e.g., “I brought a purple pinwit today”), and an idiosyncratic fact corresponding to each of the unfamiliar and familiar objects (e.g., “The purple pinwit is my sister’s favorite”). In contrast, in the Pedagogical condition, the experimenter used child-directed speech, engaged in joint attention with the child and the objects, and pedagogically demonstrated each toy as she introduced its associated label and fact. Children in both conditions were then tested on whether they had linked the new labels and facts to the target objects via an explicit object request task. Finally, Experiment 3 followed up on the results of Experiments 1 and 2 to explore whether 3.0- to 4.5-year-old children would be better able to learn from overhearing if they had access to both ends of the phone call, and thus overheard a dialogue as opposed to a ‘halfdialogue’ (Emerson et al., 2010).

Our overhearing conditions were designed to simulate what it might be like to learn from speech directed from one adult to another (indeed, multiple parents received phone calls during their child’s participation in the lab). First, since conversations between adults are likely to contain multiple pieces of information that are unknown to children, children in our studies overheard multiple novel words and facts (Experiment 1: four words and six facts; Experiments 2 and 3: three words and five facts). Second, these novel words and facts were embedded in a variety of sentential contexts and were spoken in a conversational, adult-directed speech style, rather than with the pace and prosody of child-directed speech. Third, although the novel words and facts referred to objects that were present in the scene, these objects were displaced from the experimenter, who did not look at or manipulate them. There is evidence this is a common feature of real-world word occurrences, at least for verbs: in one naturalistic study of toddlers’ verb-learning, over 60% of the verbs caregivers produced were in reference to absent events ( Tomasello & Kruger, 1992). Following criticism by prior researchers that the early familiarizing interactions with the experimenter in previous studies might open a pedagogical frame, in our experiment, the child did not engage with the experimenter until after the phone call was over, and instead interacted only with an adult confederate. We see this overhearing context as analogous to a variety of naturalistic ones. For example, when driving, an adult’s conversation (in person or on the phone) with another adult or an older sibling will often be audible from the backseat. Likewise, when preparing food or orchestrating bedtime, adults may discuss objects present in the scene (ingredients, dishware, bath supplies…) without interacting with those objects directly, and while their attention is half-focused on another task. Anecdotally, when caregivers answered a phone call when we tested in lab or at museums, their speech often included some explanation or description of their immediate whereabouts (“We came in to do a study at Berkeley”/“There’s a broken car toy here that she’s obsessed with”/“Somehow we got here with only three shoes between them”/“I’m regretting having brought such sticky snacks”). In order to learn the new words and facts, children in our Overhearing condition had to recognize that the overheard speech was relevant to their situation, coordinate their attention between the overheard speech and the objects, and use the linguistic context to establish correspondences between the words, facts, and objects. Our three-year age range enabled us to examine how children’s developing attention might influence their efficacy at recognizing and seizing this learning opportunity.

Inspired by previous research, we included different kinds of learning targets—i.e., new words for novel objects, and new facts for novel and familiar objects—to understand the factors that might affect learning from overheard speech (Markson & Bloom, 1997). We hypothesized that it would be easier for children to learn facts for the novel objects (e.g., that a novel object was “found in the garden”) than words for those objects (e.g., that a novel object is “a zav”) because only the latter require children to encode and retain a novel phonological form in memory (e.g., Deák & Toney, 2013). Extending this logic, we predicted that children might also be more successful at learning facts corresponding to familiar objects—compared entirely of known words—compared to facts corresponding to novel objects, which might be more difficult to both map and remember. Our overhearing task requires that children attend to both the overheard speech and the objects in front of them, suggesting that the project of mapping overheard facts might be especially difficult when the objects themselves are unfamiliar and have to be identified. To understand how attention might affect learning, we also monitored what children looked at and touched as they overheard the experimenter’s phone conversation while playing with the objects, and explored both how this changed with age and whether it was related to children’s performance at test.

2. Experiment 1

2.1. Method

2.1.1. Participants

Participants were 68 children learning English as their primary language between 4.5 and 6.0 years of age (31 female; 4.5–5.9 years, M = 5.1 years, SD = 0.5 years). Our target sample size was 64 children; however, once an additional child had participated in the study, we recruited an additional three participants to maintain our equal sample sizes between conditions and counterbalanced orders. Our target sample size was determined because it provided us with at least 85% power to detect the most conservative of the effect sizes reported by Gampe et al. (2012; d = 0.55, at α = 0.05), using a one-sample t-test comparing children’s learning from overhearing to chance. Power was calculated using the pwr package (Champely et al., 2013) in R (R Core Development Team, 2020).

Participants were assigned to one of two conditions, Overhearing (n = 34, 14 female; 4.5–5.9 years, M = 5.1, SD = 0.5) or Pedagogical (n = 34, 17 female; 4.5–5.9 years, M = 5.2, SD = 0.4). There was no difference in age between the two conditions (t(100) = 0.1, p = .9; Cohen’s d = −0.019). Families were recruited and tested in lab or at a local preschool or museum. When parents gave permission, study sessions were filmed, so that videos of the Overhearing condition could be coded (30 videos in the Overhearing condition total). Eight additional children participated, but were excluded due to failing a familiar label control trial (4; see Procedure section, below), having already witnessed another child participate (2), failing to complete the study (1), or experimenter error (1).

2.1.2. Stimuli

Our stimuli consisted of six toys: four novel objects, and two familiar objects, shown in Fig. 1. Children were exposed to new words for each of the four novel toys, and idiosyncratic facts for each of the entire set of six toys (see Table 1). Within each condition, children were assigned to one of two mappings between the words, facts and objects (see Table S1 in the Supplementary online materials). This made it less likely that overall learning of any specific novel word or fact could be
due to its natural fit with any particular object. Also to guard against this possibility, we created facts that were not transparently related to any perceptual features of the objects.

The novel objects were purchased from a hardware store and subsequently altered to appear more novel. Each object had a distinct dominant color. The *pimwit/zav* was a French whisk with a circular metal face and purple pom-pom hair, which could stand on its own or be bounced on the table. The *toma/fep* was a large button light decoupled lime green and rimmed with pipe cleaner spirals. Children could make the light turn on by pressing the green felt star on the object's domed surface. The *fep/pimwit* was a blue microfiber duster with the handle removed, leaving two sleeves children could slip their fingers inside. The *zav/toma* was a wooden finial painted yellow and covered in multicolored Velcro diamonds that could be removed to reveal felt of a different color, and then replaced elsewhere. Finally, the two familiar objects were a small plush dog and a plastic toy cup of milk. Initial piloting with this set of toys confirmed that children of this age did not recognize or know category labels for any of the novel objects, but were consistently able to recognize and name the two familiar objects.

### Table 1

<table>
<thead>
<tr>
<th>Word</th>
<th>Fact</th>
</tr>
</thead>
<tbody>
<tr>
<td>fep</td>
<td>...I got from Disneyland</td>
</tr>
<tr>
<td>pimwit</td>
<td>...my sister's favorite</td>
</tr>
<tr>
<td>toma</td>
<td>...my uncle gave me</td>
</tr>
<tr>
<td>zav</td>
<td>...I found in the garden</td>
</tr>
<tr>
<td>dog</td>
<td>...I bring to school</td>
</tr>
<tr>
<td>cup</td>
<td>...I've had for two years</td>
</tr>
</tbody>
</table>

### 2.1.3. Procedure

The procedure for Experiment 1 consisted of three phases: *familiarization, learning, and test*. In the familiarization phase, children were seated at a table and introduced to the set of objects, without labels, either by the experimenter (Pedagogical condition) or a confederate (Overhearing condition). In the learning phase, children were exposed to a set of mappings between labels, facts, and the array of objects, either through direct instruction (Pedagogical) or a phone conversation that they could overhear (Overhearing). In the test phase, the experimenter tested children's learning of the mappings in a series of requests for objects. Four control trials interspersed throughout the test phase probed children's ability to give the correct object in response to familiar nouns (two requests each for “dog” and “cup”). Children who failed one or more of these trials were excluded from analysis (*n* = 4).

Parents were asked to complete a brief questionnaire regarding their child's typical language environment, modeled after interviews used to assess children's overhearing experience by Shneidman et al. (2009). We obtained completed questionnaires from 54 of our participants. The questionnaire, along with summary statistics regarding this subset of our sample—including caregivers' estimates of their child's exposure to overheard phone calls—can be found in the Supplementary online materials.

#### 2.1.3.1. Overhearing condition

Each participant in the Overhearing condition entered the testing room with the confederate, who sat across from them at a low table. Caregivers and siblings, when present, were asked to sit quietly out of the child's direct line of sight.

##### 2.1.3.1.1. Familiarization phase

Once the child and confederate were seated, the experimenter entered the room, placing a box containing the six toys in the center of the table and announcing, “These are my toys!” To diminish any potential for the interaction to be interpreted as pedagogical, the experimenter did not make eye contact with either the child or confederate. She then walked to a chair placed against the wall 3–4 ft from the table, where she began “working” on a laptop that had been resting there, surreptitiously starting a timer on her phone for 1 min. The confederate meanwhile pulled the box of toys toward her and commented on their unfamiliarity: “I've never seen these toys before, these are [Experimenter name]'s toys!” The confederate then removed each toy from the box individually, drawing the child's attention to it as she placed it on the table between them. If the child asked the confederate a question about the objects, she replied, “I don't know! These are [Experimenter name]'s toys.” When all of the toys had been removed from the box, the confederate set the box on the floor and excused herself, but encouraged the child to continue playing: “I have to go do some work now, but it was nice playing with you. You can keep playing with [Experimenter name]'s toys.” The confederate sat behind the child, where she filled out paperwork associated with the visit.

##### 2.1.3.1.2. Learning phase

While the child was playing with the toys, the experimenter's phone rang. The experimenter answered the phone, and casually described each of the toys, as if in conversation with a friend (see Appendix A). The other side of the conversation could not be heard; children were thus exposed to a halalogue. Following an exchange of pleasantries, the experimenter listed the objects, then spent approximately 15 s discussing each in turn, never looking toward them. Within each 15-second segment, the experimenter referred to physical properties of the object (e.g., its color and shape), and uttered its novel label three times, and its fact once. The target fact was always mentioned toward the end of the segment of speech for that object. At the end of the phone call, the experimenter briefly mentioned the novel labels and their associated facts again. In total, each novel word was used five times, embedded in a variety of sentential frames, while each fact was uttered twice (further repetitions of the facts made the script substantially less naturalistic). The experimenter avoided making eye contact with the child through this entire phase, but following the phone call, turned to them and apologized for having taken the call, asking if the child was ready to play a game. When the child answered yes, the experimenter moved to the chair formerly occupied by the confederate, and proceeded to the testing phase.

##### 2.1.3.2. Pedagogical condition

Children in the Pedagogical condition entered the testing room with the experimenter, and sat across from her at the table. Caregivers and siblings sat behind the child.

##### 2.1.3.2.1. Familiarization phase

The experimenter placed the box of toys on the table between her and the child, and said, “These are my toys!” She removed each toy from the box, sharing attention with the child toward it, and then set the empty box on the floor.

##### 2.1.3.2.2. Learning phase

In the Pedagogical condition, the experimenter delivered a nearly identical script to that used in the
Overhearing condition, spoken at the same rate, but directed to the child. The experimenter spoke enthusiastically, made eye contact with the child, and held each object in the air between the two of them as she labeled it. The experimenter also demonstrated properties of the objects that appeared in the script (see Appendix A). For example, when introducing the *toma/zav*, which has “stickers you can take...on and off,” the experimenter peeled and replaced a couple of the Velcro “stickers” as she spoke. When talking about the *toma/zav*, she pointed to the subtle “green star” on its surface and showed how the object “only lights up” when pressed there. These demonstrations amplified the contrast between the Pedagogical condition and the Overhearing condition, where children’s attention was self-initiated, rather than elicited and maintained by the experimenter. Following the labeling of the individual objects, the experimenter asked the child if they wanted to play a game with the objects, tapping each one as she provided its associated label and fact a final time.

2.1.4.1.1. Comparisons to chance

One-sample t-tests compare sample means to predetermined values for chance. Our selection of chance assumes that children are considering all novel objects (and only novel objects) on every word-learning test-trial, and all possible objects on every fact-learning test trial. We test the validity of this assumption in two ways: first, we conduct the same comparison to a learning-target-specific value for chance, but restrict our analysis to the only the first critical trials of each test block (see Independent trials section below). Second, we code whether a child gives the same object multiple times in response to different prompts within a test block (e.g., puts the purple object in the hat when asked for both the “pimwiz” and the “zav”). In the Supplemental online materials, we separately analyze the test performance of these children—whose behavior suggests they were considering the entire set of objects on each test trial—and the data from children who never provided the same object twice within a block, consistent with their test trials *not* being independent.

2.1.4.2. Behavioral proxies of attention

Pairs of trained research assistants coded videos from the Overhearing condition in Datavyu (Datavy Team, 2014), focusing especially on the period corresponding to the phone call. We distinguished the initial and final social portions of the call from the segments relating to each object. Each segment for an object began at the onset of the mention of its label, and ended at the onset of the next toy’s label. Subsequent passes were coded without audio or transcripts, so that coders of children’s behavior were unaware of which toy the experimenter was discussing. After computing interrater reliability for each coded variable, disagreements between coders were resolved by the first author, and these final values were used in all analyses.

2.1.4.2.1. Child gaze

Across testing locations, the child was always seated so as to make looks toward the experimenter easy to code (following Martinez-Sussmann, Akhtar, Diesendruck, & Markson, 2011). We defined a period of gazing toward the experimenter as beginning when the child turned their head toward the experimenter, and ending when the child turned their head back to the toys. From these periods, we calculated the overall proportion of the phone call—beginning and ending when the experimenter touched her thumb to the phone screen to answer or hang up the phone—that the child spent looking toward the experimenter.
Inspired by previous studies (Martínez-Sussmann, Akhtar, Diesendruck, & Markson, 2011; Sheinman, Buresh, Shimpi, Knight-Schwarz, & Woodward, 2009), we next asked whether the children who spent more of the overhearing exposure oriented toward the experimenter: (1) performed better at test, and (2) were older. To do so, we calculated the correlation between the percentage of the phone call that the child spent looking toward the experimenter, and their test trial accuracy, using the cor.test function from the R stats package (R Core Development Team, 2020). To test whether children directed more visual attention to the phone call as they got older, we did the same for the child's age in years. Previous results suggest that children's gaze behavior should positively correlate to their test performance. However, because our study involved many objects, we reasoned that gaze to the experimenter might sometimes impede children's ability to link the target novel words or facts to their object referents. Thus, as described below, we also coded children's touch behavior as the experimenter was discussing the objects, for evidence of whether children were accurately tracking the referents of the experimenter's speech.

2.1.4.2.2. Relation to call. Periods of touching each object were coded as beginning when the child touched an object with either hand, and ending when their hand left it again. To test whether children's touch behavior was likely related to the content of the experimenter's speech, we computed a repeated measures correlation between the order that each object was mentioned (1–6) and the cumulative duration of children's touching of each object, in terms of the number of video frames. We reasoned that if children's attention was drawn to each object following the experimenter's mention of it, the amount of time they spent touching each object should be negatively correlated with its order of mention. That is to say, children should have more time over the course of the call to play with objects that their attention was drawn to early, compared to objects that their attention was drawn to later. We use the rmcorr function in the rmcorr package (Bakdash & Marusch, 2017) to report the correlation coefficient, bootstrapped 95% confidence interval, and p-value for the correlation between number of frames and order of mention, across participants.

2.1.4.2.3. Matching-object touch. To obtain a single measure reflecting the correspondence between the child's haptic behavior and the content of the experimenter's overheard speech, we first calculated the proportion of each segment of the call during which the experimenter was discussing a particular novel object (e.g., “the purple imiwi”), and the child was touching that object (e.g., the purple whisk). From this, we subtracted the mean proportion that the child was playing with the same object (e.g., the purple whisk) during the remaining three novel-object segments of the call in which it was not the object the experimenter was discussing (e.g., concerning the “blue fep,” “green toma,” and “yellow zav”). Thus, if the child tended to play with objects more when the experimenter was talking about them, compared to when they was not, they would receive a positive score, with the magnitude of the score reflecting the degree to which this was true across novel objects. If, however, the child tended to touch objects more during the times when they were not the current topic of the experimenter's speech, their score would be negative.

For illustration, Fig. 2 shows the time-course of four children’s touch behavior as it aligned with the topic of the experimenter's speech (for an analogous plot of our full sample, see Fig. S1). The highest-scorer (Child A in Fig. 2) touched the purple whisk for 100% of the segment in which the experimenter discussed it (and 53%, 0%, and 0% of the segments in which she discussed the other three novel objects: 18% on average); the blue duster for 63% of the matching segment (and 0%, 100%, and 100% of the other novel-object segments: 67% on average); the green button-light for 79% of the matching segment (0% for all other novel-object segments), and the yellow finial for 71% of the matching segment (0%, 0%, and 16% of the other ones: 5.3% on average). Two children received scores of 0, one because they played with a single object indiscriminately (Child C), and another because they never touched the objects at all (Child B). The lowest score in Experiment 1 (Child D) belonged to a child who only touched objects when the experimenter was not talking about them, earning them a negative score. Average agreement on this measure between pairs of trained research assistants was 82%; disagreements were resolved by the first author, whose final coding was used in all analyses.

We report means and bootstrapped 95% confidence intervals for this measure. To answer the question of whether children reliably received positive, rather than zero or negative, scores, we conduct an exact binomial test using the binom.test function in the R stats package (R Core Development Team, 2020), against the alternative hypothesis that children should be equally likely to receive a positive score as to not receive a positive score. Finally, as we do for children's gaze proportions, we test for a correlation between children's matching touch score, and both their age in years and accuracy at test.

2.2. Results and discussion

2.2.1. Test performance

Preliminary analyses revealed no variation in test accuracy as a function of gender, preferred object (purple, blue, green, yellow, black, white), word form (pinwi, fep, toma, zav), test block (1–3), test trial order (1–18), or mapping (1 or 2), so subsequent analyses collapse across these variables.

2.2.1.1. Comparisons to chance. Fig. 3 depicts children's accuracy at test, as a function of condition (Pedagogical vs. Overhearing) and learning target (words vs. facts). We considered chance performance for novel words to be 25% (because there were four novel objects to choose from), and chance performance for facts to be 17% (because all six objects were candidate referents). Planned one-sample t-tests revealed that children learned both novel words and facts above chance, in both the Pedagogical condition (Words: 42% [35%, 50%]; t(33) = 4.1, p < .001, Cohen's d = 0.71; Facts: 79% [72%, 86%]; t(33) = 16, p < .001, Cohen's d = 2.69), and the Overhearing condition (Words: 41% [33%, 49%]; t(33) = 3.5, p = .001, Cohen's d = 0.61; Facts: 64% [56%, 72%]; t(33) = 11, p < .001, Cohen's d = 1.82).

2.2.1.1.1. Independent trials. To address the concern that choices of objects at test may not have been independent (that is, that children's responses on later trials might be influenced—for better or for worse—by their responses on earlier trials), we looked at performance on the first critical trial of each block. One-sample t-tests confirm that children's first-trial accuracy significantly differed from chance in both conditions (Pedagogical condition, first word-learning trials: 46% [36%, 56%]; t(33) = 3.6, p = .001, Cohen's d = 1.36; first fact-learning trials: 82% [71%, 94%]; t(33) = −289, p < .001, Cohen's d = 1.7; Overhearing condition, first word-learning trials: 47% [37%, 57%]; t(33) = 4.0, p < .001, Cohen's d = 1.44; first fact-learning trials: 71% [56%, 85%]; t(33) = −243, p < .001, Cohen's d = 1.17).

Next, we separately analyzed test data from children who gave the same object more than once in a block (suggesting their test trials are independent; 38 participants total, 19 in each condition) and those who did not (consistent with avoiding the object they gave previously, and therefore that their trials may be dependent on one another; 38 participants, 19 in each condition). Both groups responded at rates significantly above chance, for both learning target types (see Table S3 in the Supplemental online material).

2.2.1.2. Mixed effects models. We next fit a mixed effects logit model predicting trial-by-trial test accuracy (incorrect = 0, correct = 1) from an interaction between condition (Pedagogical or Overhearing) and learning target (word or fact), with random intercepts for subject. Children were more likely to respond accurately for facts overall (Odds Ratio = 5.85 [3.84, 9.08], Wald X²(1) = 81.88), suggesting that word learning was more difficult than fact learning in both conditions (Overhearing: t(400) = −5, p < .001, Cohen's d = 0.47;
Pedagogical: t(500) = −9; p < .001, Cohen’s d = 0.83. Further, children in the Overhearing condition had decreased odds of accuracy for facts at test compared to children in the Pedagogical condition (OR = 0.46 [0.26, 0.81]), but the same was not true for words (OR = 0.99 [0.65, 1.49]), i.e., the interaction was significant (Wald $X^2(1) = 7.14, p < .01$). Thus, while children in the Pedagogical condition performed significantly better than those in the Overhearing condition on facts (t(70) = 3, p < .01, Cohen’s d = 0.66), there was no difference in performance between the two conditions for words (t(70) = 0.1, p = .9, Cohen’s d = −0.015). This model resulted in a significantly better fit than the null model with no predictors and only random intercepts ($X^2(3) = 103.33, p < .001$; AIC for model with interaction: 1213.4, AIC for null model: 1310.7), as well as a model that included both learning target and condition, but not their interaction ($X^2(1) = 7.23, p < .01$; AIC for model without interaction: 1218.6).

One possible reason for why children performed better on facts than words in both conditions is because facts were always tested after words, when children may have been more familiar with the task and better able to demonstrate their knowledge. According to this logic, children should also have been more accurate when tested on words in the second block of testing than when tested in the first block, but there were no significant block effects for word learning in either condition. Specifically, a mixed effects logit model predicting correct responses on the two word-learning tests did not find a significant effect of block order (OR = 1.02 [0.70, 1.47], Wald $X^2(1) = 0.01, p = .92$). The observed fact advantage also defies an alternative prediction, that learning targets tested further from the learning phase should be recalled with lower accuracy. The fact advantage is also notable because the facts were mentioned fewer times than words (i.e., facts were mentioned only twice, while the new words were mentioned six times).

Instead, children may have exhibited superior learning of the facts because of features of the facts themselves. Unlike the novel words, the facts did not require children to encode and maintain a new phonological form in memory. Further, associations between facts and the relevant objects may have been easier to form because the multiple, familiar content words that comprised the facts (sister’s, favorite) could be mapped directly to the described object (e.g., the purple, springy toy). As long as the child caught any part of the fact corresponding to that object (e.g., that it related to the experimenter’s sister, or was someone’s favorite), they could succeed at test. Thus, the length of the facts compared to the words may have afforded the child more opportunities for success, both in listening in, and in remembering what they heard. This explanation accords with previous work comparing fast-mapping of different linguistic items (e.g., Deák & Toney, 2013).

2.2.1.2.1. Object familiarity. As noted in the Introduction, we were also interested in whether children may have performed better on the two facts for the familiar objects with known labels (e.g., “…a cup I’ve had for two years”) than on the four facts for novel objects (which employed novel labels, e.g., “…a zav I found in the garden”). In
principle, children could have learned facts for the familiar objects by attending solely to the speech, whereas learning facts for the novel objects additionally required children to determine which object in the scene was being referenced. To test whether it was easier for children to learn facts for familiar objects, we fit a model with age, condition, and object familiarity to the fact learning data, with random intercepts for subjects. Compared to this model, a model which also included an interaction between condition and familiarity resulted in a significantly better fit ($X^2(1) = 4.9, p < .05$; AIC without interaction: 466; AIC with interaction: 463), and also outperformed a model with condition as the sole fixed effect ($X^2(2) = 6.7, p < .05$; AIC: 466). Interestingly, facts corresponding to the novel as opposed to familiar objects had decreased odds of accuracy only in the Overhearing condition (OR = 0.32 [0.11, 0.88]) but not in the Pedagogical condition. That is, the interaction between object familiarity and condition was significant (Wald $X^2(1) = 4.9, p < .05$). In the Overhearing condition, children were on average 75% (65%, 84%) accurate for familiar object facts, compared to 59% (51%, 67%) for novel object facts; in the Pedagogical condition, accuracy was 76% (66%, 85%) and 81% (74%, 88%) for familiar and novel object facts, respectively.

The fact that children performed better on familiar object than novel object facts in the Overhearing condition, but similarly on familiar and novel object facts in the Pedagogical condition, suggests that identifying the correct referent as the experimenter spoke was part of the challenge of the overhearing task. To learn facts corresponding specifically to the novel objects, children in the Overhearing condition had to consult the scene to identify the correct object based on the experimenter’s description. In the Pedagogical condition, on the other hand, the experimenter drew the child’s attention to each object—regardless of familiarity—as she discussed it, reducing the gap in referential ambiguity between the two fact types.

2.2.2. Behavioral proxies of attention

Analyses of children’s behavior were restricted to the 30 participants in the Overhearing condition for whom we received parental consent to record.

2.2.2.1. Relation to call. As an initial test of the relation between the content of the overheard phone call and each child’s exploratory behavior, we first computed the cumulative sum of frames in which the child was touching each object. As we would expect if children were more likely to attend to objects that they heard described earlier in the phone call, the number of frames in which children touched each object was significantly negatively correlated with its order of mention in the overheard call ($r_{pb}(59) = −0.46 [−0.64, −0.23]; p < .001$). We also observed that children often perseverated on individual objects in their manual exploration during the phone call, reminiscent of other work on the development of self-directed learning subskills (e.g., question asking, Ruggeri, Lombrozo, Griffiths, & Xu, 2016). Children’s tendency to focus on single objects makes the significant correlation between touch and phone call more notable, as it means that when children did switch to playing with a new object, their selection was not random, but rather guided by the phone call taking place nearby.

2.2.2.2. Matching-object touch. Twenty-six participants received positive scores on our matching object touch measure (described in Coding and analysis, above), while two did not touch the objects at all (range: −0.15–0.63; $M = 0.26 [0.19, 0.33]$; Fig. 4). The measure was designed so that positive scores suggested that children were reliably tracking the referents of the words in the experimenter’s speech, as indexed by the objects they were touching, and so that the magnitude of the score might indicate the degree to which children were doing this. An exact binomial test confirmed that children received positive scores significantly more often than zero or negative scores ($p < .001$). The magnitudes of children’s matching-object scores were also significantly correlated with their age (Pearson’s $r = 0.45 [0.10, 0.69]$; $t(30) = 3$, $p = .01$), suggesting that attention to and processing of the overheard speech improved as children got older. Nonetheless, children’s matching-object scores were not significantly correlated with their accuracy at test (Pearson’s $r = −0.04 [−0.40, 0.32]$; $t(30) = −0.20$, $p = .8$).

2.2.2.3. Child gaze. There was substantial variation in the proportion of the phone call that children spent looking toward the experimenter (plotted as points in Fig. 4; range: 0–0.47, $M = 0.13 [0.11, 0.14]$). However, here, the amount that each child looked toward the experimenter was not significantly correlated with either their age (Pearson’s $r = −0.09 [−0.44, 0.28]$; $t(30) = −0.05$, $p = .6$) or their accuracy at test (Pearson’s $r = 0.21 [−0.17, 0.53]$; $t(30) = 1$, $p = .3$).

Although this result conflicts with those of previous overhearing studies (Martínez-Sussmann, Akhtar, Diesendruck, & Markson, 2011; Shneidman, Buresh, Chipi, Knight-Schwarz, & Woodward, 2009), this is not surprising given the many differences between our study and previous ones. In previous studies, the experimenter manipulated or attended to the novel objects while using the novel labels, such that a child who looked toward the experimenter could attend both to the speech and to the object referents. In our task, on the other hand, children had to choose between looking at the experimenter and looking at the objects, because the experimenter was displaced from the objects she was discussing. Although observation of the experimenter’s attention provided referential cues in previous studies, it was not informative in our study, where only the experimenter’s speech provided referential cues.

3. Experiment 2

Experiment 1 showed that 4.5 to 6-year-olds can learn new words and facts from an entirely self-directed learning context, where they are listening in on complex overheard speech, rather than having their attention directed. Remarkably, children were just as good at learning four new words from overhearing as they were when these words were explicitly taught. They learned six novel facts above chance in both conditions, though they exhibited significantly higher accuracy in the Pedagogical condition. The pattern of matching-object touch results

---

*While we see promise in the distribution of positive touch scores, we caution that analyses of the video data in particular should be interpreted as suggestive, given the low sample size.*
also provides preliminary evidence that children’s success at self-directed learning in this context involves their ability to coordinate attention between the speech and the situational context, and that this ability increases with age. Experiment 2 followed up on this developmental trend by extending the task of Experiment 1 to a younger group of children, 3 to 4.5 years of age. Of interest was whether younger children in the Overhearing condition would be able to meet the attentional demands of having to independently monitor ambient speech and form the appropriate referential mappings online, along with the memory demands imposed by having to learn multiple novel labels and facts. Prior studies suggest that children of this age are impressive information-seekers in other tasks and domains (e.g., Cook et al., 2011; Sim & Xu, 2017a, 2017b); thus, we were interested in whether younger preschoolers could succeed at an analogous task in the language domain.

3.1. Method

3.1.1. Participants

64 children aged 3.0 to 4.5 years participated (30 female; 3.0–4.49 years, \( M = 3.83 \) years, SD = 0.45 years). An additional thirteen children participated, but were excluded due to failing at least one familiar object trial (8), not finishing the task (3), or experimenter error (2). As in Experiment 1, participants were randomly assigned to one of two conditions, Overhearing (\( n = 32, 15 \) female; 3.0–4.46 years, \( M = 3.81, SD = 0.48 \)) or Pedagogical (\( n = 32, 15 \) female; 3.05–4.49 years, \( M = 3.85, SD = 0.43 \)). There was no difference in age between conditions.

3.1.2. Procedure

The method for Experiment 2 was identical to Experiment 1, except that the number of novel objects was reduced by one to make it more appropriate for a younger age range. Therefore, in the learning phases of both the Overhearing and Pedagogical conditions, children were exposed to three novel words and five novel facts, which still constitutes a more challenging test of learning from overhear speech than previous experiments have provided (see Table A1 in Appendix A). Children thus received 15 test trials in three blocks of five trials each. Each of the two word learning blocks included three critical trials and two control trials testing familiar labels (i.e., “dog” and “cup”).

3.2. Results & discussion

3.2.1. Comparisons to chance

Like the older children in Experiment 1, younger children in the Overhearing and Pedagogical conditions of Experiment 2 performed above chance (20%) on fact learning (Overhearing: average 46% [37%, 56%] accuracy, \( t(31) = 5.13, p < .001, d = 0.90 \); Pedagogical: 74% [66%, 82%], \( t(31) = 13.14, p < .001, d = 2.24 \)). However, while children in the Pedagogical condition performed above chance (33%) on word learning (51% [42%, 61%] accuracy, \( t(31) = 3.41, p < .01, d = 0.61 \)), children in the Overhearing condition did not (30% [22%, 39%] accuracy, \( t(31) = -0.74, p = .46, d = -0.14 \); see Fig. 5).

3.2.1.1. Independent trials. Children’s word-learning performance on the first test trials mirrored their performance overall. That is, children in the Pedagogical condition performed significantly above chance, estimated at 33% (47% [34%, 59%]); \( t(31) = 2.1, p < .05, Cohen’s d = 1.23 \), while children in the Overhearing condition performed no differently from chance (39% [28%, 50%]; \( t(31) = 1.1, p = .27, Cohen’s d = 1.27 \). As when considering averages across all trials, children’s performance in both conditions exceeded chance (20%) on the first fact trials (Pedagogical condition: 72% [56%, 88%]; \( t(31) = -301, p < .001, Cohen’s d = 1.14 \); Overhearing condition: 47% [31%, 66%]; \( t(31) = -274, p < .001, Cohen’s d = 0.69 \)).

Next, we separately analyzed the test data from children who gave the same object more than once in a block (\( n = 30, 16 \) participants in the Pedagogical condition, and 14 in the Overhearing condition) and those who did not (\( n = 34 \) participants, 16 in the Pedagogical condition, and 18 in the Overhearing condition). Both groups showed the same pattern of success, responding above chance on fact trials in both conditions, and on word trials only in the Pedagogical condition, and there was no difference in accuracy between them (see Table S4 in the Supplemental online materials).

3.2.2. Mixed effects models

Models with condition (Pedagogical or Overhearing), learning target (words or facts), and random intercepts for subject were fit to the test data. This model fit the data better than a null model comprised of only random intercepts for subjects (\( \chi^2(2) = 51.62, p < .0001; AIC \) for model with condition and target type: 888.78, AIC for null model: 936.40). A model that additionally included an interaction between condition and learning target did not result in a significantly better fit (\( \chi^2(1) = 1.35, p = .25 \); AIC with interaction: 889.43), suggesting that the impact of condition did not differ substantially by learning target, as it had in Experiment 1. In contrast to Experiment 1, children’s odds of accuracy were overall lower in the Overhearing condition compared to the Pedagogical condition (OR = 0.32, [0.19, 0.52]); \( X^2(1) = 20.21, p < .0001 \), suggesting that younger children experienced a more general advantage of pedagogical instruction. Similar to Experiment 1, children were generally more accurate at learning facts than novel words (OR = 2.63 [1.88, 3.70], \( X^2(1) = 31.84, p < .0001 \)).

3.2.2.1. Object familiarity. As in Experiment 1, we analyzed children’s accuracy on the fact-learning test trials to test for the effect of learning facts associated with novel, rather than familiar, objects. Also in parallel to Experiment 1, the best-fitting model included age, condition (Pedagogical versus Overhearing), object familiarity (familiar versus novel), and an interaction between condition and object familiarity (AIC for model without interaction: 397; with interaction: 393; \( X^2(1) = 6.2, p = .01 \)). Children’s odds of accuracy were lower in the Overhearing condition overall (OR = 0.59 [0.28, 1.23], Wald \( X^2(1) = 15.5, p < .001 \), and children were especially bad at learning a fact associated with an unfamiliar object through overhearing (interaction OR = 0.27, [0.12, 0.83]; Wald \( X^2(1) = 6.2, p < .05 \). In the Overhearing condition, children were on average 55% [47%, 64%] accurate for familiar object facts, compared to 49% [42%, 56%] for novel object facts; in the Pedagogical condition, accuracy was...
70% [59%, 81%] and 77% [69%, 85%] for familiar and novel object facts, respectively. Finally, children’s odds of accuracy improved significantly with age (OR = 2.32 [1.37, 4.01]; Wald $\chi^2(1) = 6.3, p = .01$).

3.2.3. Behavioral proxies of attention

We coded the videos of 26 children from the Overhearing condition whose parents consented to video recording.

3.2.3.1. Relation to call. We first tested the overall correlation between the number of video frames in which children were touching each object and that object’s order of mention. If children were influenced by the experimenter’s speech, they would be more likely to spend more time playing with objects that were mentioned earlier, resulting in a negative correlation. There was a significant negative correlation between total frames and order of mention ($r_m(27) = -0.67$ [-0.84, −0.39], $p < .001$), providing evidence that children’s exploratory behavior was related to the speech that they overheard.

3.2.3.2. Matching-object touch. Children in Experiment 2 received significantly lower scores on our touch measure (range: −0.28–0.44, $M = 0.15$ [0.07, 0.22]) compared to children from the Overhearing condition of Experiment 1 ($t(52.49) = 2.30, p < .05$), suggesting that the younger children of Experiment 2 may not have been coordinating their attention between the overheard speech and referential context as consistently as the older children of Experiment 1. Still, children generally received positive touch scores: 19 children received positive scores, five children received negative scores, and two never touched any of the objects. An exact binomial test confirmed that there was a greater proportion of children who had positive scores compared to negative or zero scores ($p < .05$), suggesting that children were indeed coordinating their attention between the overheard speech and object referents. However, children’s matching-object touch scores were not correlated with their test accuracy ($Pearson’s r = 0.01 [-0.38, 0.40]; t(20) = 0.05, p = 1$), nor were they correlated with age ($Pearson’s r = 0.03 [-0.36, 0.42]; t(20) = 0.2, p = .9$). The fact that children in the Overhearing condition were at chance when tested on words, despite showing a relation between their touch behavior and the content of the call, raises the possibility that they may have formed some word-object mappings during the learning phase, but had difficulty retaining these mappings until the test phase of the experiment.

3.2.3.3. Child gaze. The children in Experiment 2 looked toward the experimenter for up to half of the duration of the phone call (Range: 0.01–0.49, $M = 0.16$ [0.11, 0.21]). Children’s gaze proportions exhibited no significant correlation with their mean test trial accuracy (Pearson’s $r = 0.33 [-0.07, 0.63]; t(20) = 2, p = .1$), nor their age (Pearson’s $r = −0.08 [-0.45, 0.32]; t(20) = −0.4, p = .7$). These results suggest that in our experiment, merely looking frequently toward the experimenter may not be a good indicator that the speech is relevant.

4. Experiment 3

Experiment 3 found that 3- to 4.5-year-olds struggled to learn from overhearing compared to when learning targets were presented pedagogically. In contrast to the older preschoolers of Experiment 1, younger preschoolers in Experiment 2 were at chance at learning three new words in our overhearing task, though they were able to learn a set of five facts above chance. Across words and facts, younger children’s performance was significantly better in the Pedagogical condition compared to the Overhearing condition. One possibility for why children had difficulty learning from overhearing in Experiment 2 is because they could only hear the experimenter’s side of the phone conversation (a halfalogue). While the survey we administered to parents suggests that phone calls are frequent in many children’s environments, they may be difficult for younger preschoolers to learn from.

Though no study to date speaks directly to the question of whether overhear halfalogues are more difficult to learn novel linguistic information from compared to overhear dialogues, previous research opens the possibility that the phone calls we used in Experiments 1 and 2 might have impeded children’s ability to do the work of word-learning. Suggestive evidence comes from multiple corners: in one study, toddlers failed to learn a novel word taught to them in person by their mothers when the mother picked up a phone call during instruction (Reed et al., 2017). Other work has shown that adults’ performance in an attention task is impaired when they simultaneously overhear a halfalogue, consistent with the idea that overhear halfalogues might be more distracting than dialogues (Emerson et al., 2010). In the context of our study, this latter finding might actually predict that an overhear halfalogue should be easier to learn from than an overhear dialogue, because it is more attention-getting; alternatively, it might predict a learning disadvantage, if a halfalogue is so attention-getting that it limits children’s ability to coordinate their attention between the overheard speech and the objects. Still other studies emphasize the importance of contingent interaction in learning episodes (e.g., Roseberry, Hirsh-Pasek, & Golinkoff, 2014). These perspectives predict deprecated learning from an overhear halfalogue, not because children might be distracted, but because they might fail to recognize that there is an opportunity to learn at all, in the absence of a reciprocal social interaction (O’Doherty et al., 2011).

Also motivating the question of whether children are better able to learn from overheard dialogues than from halfalogues are psycho-linguistic accounts which emphasize how interlocutors collaborate on meaning in conversation (Fusaroli et al., 2014; Linell, 2009; Pickering & Garrod, 2004) and imply that comprehension given only one side of a conversation should be uniquely difficult. Importantly, in contrast to halfalogues, dialogues may allow children to rely on feedback between interlocutors to establish word mappings (Tolins et al., 2017). This may be especially important for helping young learners assess whether a newly-introduced word is conventional. Backchannels may also attract children’s attention, when, for example, addressees react with surprise to novel information from the speaker. For both children and adults, having access to the full process of grounding, or the establishment of

---

3 91%, 92%, and 88% of parents in Experiments 1, 2, and 3, respectively, reported talking regularly on the phone around their children; see Table S2 in the Supplementary online materials.
mutual knowledge between interlocutors (Clark & Brennan, 1991; Fox Tree, 1999), is also known to aid comprehension—even when the conversation that overhearers are listening in on is one where the addresssee plays a limited role, as in listening to a story or receiving instructions (Schober & Clark, 1989; Tolins & Fox Tree, 2016). Indeed, at least in a study where both overheard interlocutors were visible, two-year-olds learned a novel word when the overheard addresssee was attentive and following along, but not when they were distracted (Fitch et al., 2020).

To determine whether using an overheard halfalogue might have suppressed younger preschoolers’ learning from overhearing in Experiment 2, we tested learning from a minimally different overheard dialogue in Experiment 3. We conducted the overheard conversation over speakerphone, thereby maintaining control of the speech, referential cues, and number of co-present experimenters, while transforming the halfalogue to a dialogue via a second, audible interlocutor. This context, where both sides of the conversation are audible but only one speaker is visible, happens not only on speakerphone and video chat, but also when parents are talking between rooms or over the child’s head. To increase the social, reciprocal nature of the overheard call and guard against concerns from previous work, the experimenter and caller were actively engaged with one another, periodically asking each other questions and expressing surprise (see Appendix A). If children are better at learning new information from language when this information is embedded in a reciprocal social interaction that children can access (e.g., O’Doherty et al., 2011; Roseberry, Hirsh-Pasek, & Golinkoff, 2014), we expect children in Experiment 3 to demonstrate significantly greater learning than their same-age peers in Experiment 2.

4.1. Method

4.1.1. Participants

Participants were 32 children learning English as their primary language between 3.0 and 4.5 years of age (16 female; 3.1–4.5 years, \( M = 3.8 \) years, \( SD = 0.4 \) years). A total of four children were excluded due to failing at least one familiar label control trial (1), having already witnessed another child participate (2), or experimenter error (1). For clarity in the sections below, we distinguish between the “Overhearing Halfalogue” condition of Experiment 2, and the “Overhearing Dialogue” procedure that all children received in Experiment 3. There was no difference in the age composition of participants in these two groups (t(70) = −0.2, \( p = .8 \)).

4.1.2. Procedure

The Overhearing Dialogue procedure for Experiment 3 differed from the Overhearing Halfalogue procedure of Experiment 2 in that the experimenter picked up a genuine call from a caller, rather than setting a timer and pretending to have a conversation with an invisible other. The caller called 30 s after receiving a warning text from the experimenter, and delivered scripted responses to the experimenter’s speech, which was itself identical to the script in Experiment 2 (Appendix A). The experimenter, apparently busy on their laptop, put the caller on speakerphone at maximum volume, making it so that the child could hear the caller at roughly the same volume as the experimenter (see our online repository at https://osf.io/avyg5/?view_only=33cbb9ab189343a7b6e86c7c517026d for links to videos of this procedure stored on Databrary.org, along with experimenter scripts for all conditions).

As an additional edit to our procedure, we introduced head-mounted cameras for children to wear, having seen the value of high-quality video data for coding children’s attentional behavior in Experiments 1 and 2. These videos were synced after the fact with up to two additional video recordings of the experimental session, one recorded from a tripod, and another recorded from an overhead camera. All video coding was completed using composite videos combining all three angles. This increase in video quality was reflected in the 93% inter-rater reliability for children’s touch behavior. Composite videos and coding spreadsheets can be found archived on Databrary.org (linked in our OSF repository: https://osf.io/avyg5/?view_only=33cbb9ab189343a7b6e86c7c517026d).

4.2. Results & discussion

4.2.1. Comparisons to chance

Like the same-age children in the Overhearing Halfalogue condition of Experiment 2, children in Experiment 3 performed above chance (20%) on fact learning (57% [46%, 68%] accuracy), \( t(31) = 6.4, p < .001, \) Cohen’s \( d = 1.13 \), but not on word-learning (chance = 33%; average accuracy 39% [29%, 49%], \( t(31) = 1.1, p = .27, \) Cohen’s \( d = 0.20 \); see ).

4.2.1.1. Independent trials. We found a similar pattern when we analyzed the first trials as when we analyzed all trials at once: children were at chance (33%) on word learning trials (42% [30%, 55%]; \( t(31) = 1.4, p = .18, \) Cohen’s \( d = 0.24 \), and above chance (20%) on fact learning trials (62% [44%, 78%]; \( t(31) = −223, p < .001, \) Cohen’s \( d = 0.86 \)). The fourteen participants who gave the same object multiple times within a test block—who can thus be thought of as having treated trials independently—exhibited overall chance performance on words, but above chance performance on facts. Children (n = 18) who never gave a repeat object within a test block performed above chance on both learning target types (see Table S6 in the Supplementary online materials).

4.2.2. Mixed effects models

We next fit a mixed effects logit model to the trial-by-trial test data (coded as incorrect = 0, correct = 1), with age and learning target type (word versus fact) as fixed effects, and random intercepts by subject. This model fit the data significantly better than a null model using only participants’ own means (\( \chi^2(2) = 24, p < .001; \) AIC for null model: 478, AIC for full model: 458). Including learning target type in our model also significantly improved model fit compared to a model with only age (\( \chi^2(1) = 13, p < .001; \) AIC for model without type: 468). Children’s odds of accuracy increased as they got older (OR = 3.68 [1.79, 8.00], Wald’s \( \chi^2(1) = 13, p < .001 \), and, as in Experiments 1 and 2, their odds of accuracy were significantly higher for trials testing facts (OR = 2.27 [1.44, 3.60], Wald’s \( \chi^2(1) = 12, p < .001 \)).

4.2.2.1. Object familiarity. In contrast to both previous experiments, a mixed effects logit model fit to the fact data alone yielded no advantage for facts associated with familiar objects over facts associated with novel objects (52% [38%, 66%] and 60% [47, 73] accuracy, respectively). That is, while age was a significant predictor of fact accuracy (OR = 8.93 [2.60, 40.30], Wald’s \( \chi^2(1) = 11, p < .001 \), adding object familiarity (familiar versus novel) to the model did not significantly improve fit (\( \chi^2(1) = 1.7, p = .19, \) AIC for model with age as sole fixed effect: 198, AIC for model including object familiarity: 198). This is in contrast to Experiments 1 and 2, where familiar object facts were easier to learn in the Overhearing conditions in particular. In our discussion of our previous results, we suggested that the selective advantage of familiar object facts in the Overhearing condition might reflect their relative ease of being processed in the moment, such that they could be mapped to the correct referent—a task that children needed to do on their own in the Overhearing, but not Pedagogical, conditions. If this explanation is valid, children’s more similar performance on familiar and novel object fact learning in Experiment 3 might reveal that processing the overheard dialogue was indeed less taxing than processing overheard halfalogues.

4.2.3. Behavioral proxies of attention

Videos from 24 participants were coded to capture behavioral
proxies of children's online attention to the overheard speech.

4.2.4. Relation to the call

To assess whether children's pattern of object touches suggested influence from the overheard phone call, we computed the correlation between the number of video frames where children (n = 24) touched each object, and that object's order in the call. This correlation was significant, and in the predicted direction ($r_{rm}(71) = −0.46 \ [−0.62, −0.25], p < .001$), suggesting that children's exploration of the objects was likely driven by their auditory attention to the overheard call.

4.2.4.1. Matching-object touch. Like their peers in the Overhearing Halfalogue condition (Experiment 2), children in the Overhearing Dialogue condition (Experiment 3) received significantly lower scores on our touch measure (Range: −0.34 to 0.78, $M = 0.13 \ [0.04, 0.23]$) compared to older Overhearing Halfalogue participants (Experiment 1; $t(50) = 2, p < .05$), but equivalent scores to same-age Overhearing Halfalogue participants (Experiment 2; $t(50) = 0.3, p = .8$). This comparison provides further evidence that the ability to coordinate attention overheard speech and a scene improves with age. Despite the lack of difference in the magnitude of children's scores compared to their peers in Experiment 2, in this sample, 16 children received positive touch scores, seven received negative scores, and five received scores of 0 (Fig. 7). An exact binomial test concluded that, here, children were no more likely to receive positive scores than negative or zero scores ($p = .6$). That children's sequence of object touches still correlates with the experimenter's speech suggests that they were attending to the call. However, the distribution of children's touch scores calls into question either our speculation that the overheard dialogue was easier to process, or our interpretation up until now of our matching-object touch measure. In particular, the greater quantity of zero scores (children who never touched any object) is difficult to interpret, as comprehending the overheard speech does not necessitate touching the objects all at once, merely attending to them. Consistent with potential noise in this measure, there was no significant correlation between children's touch scores and their test accuracy (Pearson's $r = 0.37 \ [−0.01, 0.65], t(30) = 2, p = .05$) or age (Pearson's $r = 0.33 \ [−0.05, 0.63], t(30) = 2, p = .09$).

4.2.4.2. Child gaze. Children in Experiment 3 spent variable proportions of the call looking at the experimenter (Range: 0.00 to 0.49, $M = 0.19 \ [0.14, 0.09]$). This variability did not significantly correlate with children's age (Pearson's $r = 0.29 \ [−0.10, 0.60], t(30) = 2, p = .1$), nor their test performance (Pearson's $r = −0.14 \ [−0.48, 0.25]; t(30) = −0.7, p = .5$).

4.2.5. Comparing Experiments 2 and 3

Planned comparisons yielded no difference in test accuracy between the Overhearing Dialogue condition of Experiment 3 and the Overhearing Halfalogue condition of Experiment 2, for either words ($t(60) = 0.2, p = .8$), Cohen's $d = −0.05$) or facts ($t(60) = 0.5, p = .6$, Cohen's $d = −0.11$). To model influences on test performance across the two experiments, mixed effect logit models were fit to children's overheard test data, with fixed effects for learning target (word or fact) and experimental condition (Overhearing Halfalogue or Overhearing Dialogue). Model parameters suggested no difference between the two experimental overlearning conditions (OR = 1.54 \ [0.92, 2.62]), but reliably better performance for facts, compared to words (OR = 2.24 \ [1.61, 3.12]), across experiments. Nested model comparisons showed that including experimental condition as a predictor did not significantly improve fit compared to a model with learning target as the sole fixed effect ($X^2(1) = 2.73, p = .10$). In terms of their self-directed learning behavior, children in the Overhearing Halfalogue and Dialogue conditions of Experiments 2 and 3 also did not significantly differ in their matching-touch scores ($t(50) = 0.3, p = .8$) or gaze proportions to the experimenter ($t(30) = −0.09, p = .9$).

The above results suggest that younger children's chance performance on word-learning in the Overhearing Halfalogue procedure used in Experiment 2 cannot be attributed to the halfalogue nature of the overheard speech in that study, as children in Experiment 3 could hear both sides of the dialogue. However, we conducted a final analysis of both experiments' fact-learning data alone, to follow up on the divergent pattern of results in Experiments 1 and 2 versus Experiment 3. The best-fit logit model included age, experimental condition (Overhearing Dialogue or Overhearing Halfalogue), object familiarity, and an interaction between experimental condition and object familiarity. This model resulted in a significantly better fit than a model without the interaction ($X^2(1) = 6.92, p = .009$; AIC for model with interaction: 408, AIC for model without interaction: 413). Model coefficients suggest greater accuracy with age (OR = 4.94 \ [2.85, 8.81]) and lesser accuracy for novel-object facts (OR = 0.41 \ [0.20, 0.82]), an effect attenuated in the Overhearing Dialogue condition, specifically (OR = 3.61 \ [1.39, 9.57] for the interaction of object familiarity and experimental overlearning condition). Thus, children in the Overhearing Dialogue condition tended to outperform children in the Overhearing Halfalogue condition on facts associated with novel objects.

Overall evidence for whether access to caller backchannels impacts children's online processing in this task is somewhat mixed. While there was no significant difference between the two experimental overlearning conditions on either of our attentional measures, children in the Overhearing Dialogue condition did not reliably receive positive scores, a distinction difficult to interpret both because of the small sample size and because children's motivation not to touch the objects at all is ambiguous. More promising evidence comes from the attenuated difference between familiar object and novel object facts, which we found when analyzing data from Experiment 3 both alone and together with Experiment 2. This trend might suggest that—even in the absence of joint attention between overheard speakers—children overhearing a dialogue were able to be more effective and timely at coordinating their attention between the speech and the referential context, such that they incurred less of a cost when mapping facts to unknown objects. Together, our results suggest that although the younger preschoolers in our studies were able to attend to and track the overheard speech enough to learn multiple new facts, they found it challenging to form and retain multiple novel word–object mappings via a short overhearing exposure, even when they were overhearing a dialogue.

5. General discussion

The present studies tested children's ability to acquire novel words...
and facts from their environments in the absence of external guidance or support. As we discussed in the Introduction, such tests of children's real-world self-directed learning are a topic of considerable current interest, but especially underrepresented in the domain of language development, where the role of the adult caregiver directing speech to the child is often emphasized over the role of the child themselves. Our studies compared self-directed learning in a naturalistic context to learning via pedagogical instruction, across a three-year age range. In contrast to previous studies, the overhearing conditions that we designed stripped away as many pedagogical cues as possible, providing a stringent test of learning from complex overheard speech. We included multiple novel words and facts, embedded in a variety of sentence frames, using the pace and prosody of adult-directed speech. Additionally, we employed a real-world context of overhearing—a nearby phone conversation—that children in our sample frequently experience in their own homes (see Table S2), and which we show to be largely equivalent in this task to an overhear dialogue where both sides are audible.

Extrapolating from the results of previous overhearing experiments—where even toddlers have been found to readily learn words in a overhearing context (Akhtar, 2005; Akhtar et al., 2001; Baldwin, 1991; Floor & Akhtar, 2006; Gampe, Liebal, & Tomasello, 2012; Martinez-Sussmann, Akhtar, Diesendruck, & Markson, 2011; Shneidman et al., 2009)—we might have expected the preschoolers in our experiments to be just as skilled at learning in an overhearing context as in a pedagogical one. But the overhearing context in our studies was much more demanding than in previous studies, as we aimed to provide a more stringent test of how well children may learn from complex ambient speech in their daily lives. In doing so, we provide a demonstration of children's self-directed learning with a transparent application to the real world.

Taken together, our results show a developmental progression in preschoolers' ability to pick out, map, and remember multiple novel linguistic items outside of a pedagogical interaction. In contrast to the findings of previous studies of overhearing in more simplified contexts, younger preschoolers (3–4.5 years) were at chance learning a set of three novel words from overheard speech, though they reliably learned a set of five facts. Their performance for both words and facts improved with age. These younger preschoolers in Experiments 2 and 3 showed a significant learning boost from pedagogical instruction for both types of learning targets, relative to when the novel words and facts had to be learned by overhearing a halfologue (Experiment 2) or dialogue (Experiment 3). While younger children's word learning did not differ from chance in the overhearing conditions, the older preschoolers in Experiment 1 (4.5–6 years; \( M = 5.2 \)) performed above chance when learning a set of four new words from overhearing, and equivalently to when they were directly taught these words (42% and 41%, respectively), though they were better at learning new facts when these facts were introduced pedagogically (79% mean accuracy versus 64% for overhearing).

Our study endeavored to teach children more novel words and facts—especially in only about 1 min of speech—than most previous studies. Even in the Pedagogical condition of Experiment 1, children may have struggled to retain four novel phonological forms that had been introduced so briefly: the overall word learning accuracy for 5-year-olds in Experiment 1 was around 40%, whereas even toddlers will succeed at around 80% when given only one novel word to learn (e.g., Floor & Akhtar, 2006; Gampe et al., 2012; Woodward et al., 1994). Remarkably, even though the younger children in Experiments 2 and 3 did not appear to successfully learn words from overhearing, they were able to learn facts, providing evidence of their ability to independently tune in to overheard speech in a relatively unsupported learning context, sans visual cues from either speaker or addressee.

Across our studies, we found that children reliably learned facts at greater rates than they did words. Children's strong performance on facts in all three experiments, and superior performance for facts corresponding particularly to familiar objects in Experiments 1 and 2, may give us insight into some of the challenges posed by learning from overheard speech more generally. Performance may have been better for facts than words, perhaps because the facts themselves involved only familiar words, and because the facts afforded more words and familiar concepts to associate with the object description than a single novel word. The child's mapping task would likely have been further simplified in the case where they were learning a fact about a familiar object, where it would be trivial to identify which object they should map the new fact to, as its noun is already familiar (i.e., they didn't have to look at the objects to know which was the 'dog'). Drawing on studies comparing children's fast mapping of different novel linguistic targets, we hypothesize that the greater number of memory cues, including familiar words, present in facts broadly—and in familiar facts in particular—likely made them easier to retrieve at test, relative to their single-word counterparts (Deák & Toney, 2013).

It is also possible that the learning asymmetry between words and facts derived from differences in how information about the individual objects was encoded in memory in response to the learning targets tested in our study. From this perspective, the disadvantage we saw for linking labels to the specific objects in our task might be due to children's understanding of labels as naming categories, resulting in coarser encoding of individual category members. Prior work with adults suggests that in expressing information that was unique to each object—rather than category-level information—facts might have triggered more fine-grained representations of the individual objects (Lupyan, 2008, 2012). However, as each word as well as each fact was only associated with one object, a further study would be needed to evaluate this hypothesis. To test whether reference to individual items accounted for children's superior performance on overhearing facts, a future experiment might test learning of facts associated with categories of objects (e.g., who invented pimwi), and category labels that corresponded to multiple exemplars in the task (e.g., where the child plays with more than one pimwi), as well as labels that were unique to individual exemplars (e.g., a proper noun for a single pimwi). As it stands, our study speaks to the contributions of both online language processing and memory in learning from overheard speech, and opens questions for future research.

Results from our matching-touch measure additionally suggest development in attentional components of children's self-directed learning skill, from recognizing an opportunity to fill an “information gap” (e.g., information about the novel objects before them; Loewenstein, 1994) to coordinating their attention between potential sources of new information. Our finding across experiments that children's touch behavior was correlated with the order in which the objects were mentioned in the overheard speech suggests that both younger and older preschoolers' manual exploration was influenced in real time by the content of the experimenter's call. Similarly, children's positive scores on our matching-touch measure in Experiments 1 and 2 showed that they were more likely to play with an object as it was being discussed by the experimenter, compared to when another object was being discussed. This behavior, combined with their robust learning of multiple facts, points to children's ability to coordinate their attention between overheard speech and their referential context. That said, the younger children in Experiments 2 and 3 had significantly lower matching-touch scores than did their older counterparts in Experiment 1, suggesting that difficulty with tracking overheard speech online may help explain younger children's chance-level performance in learning new words via overhearing. Ultimately, however, our findings cannot adjudicate between the role of this age-related development in attentional coordination, and age-related changes in memory in explaining the difference between older and younger children's ability to learn from overhearing.

While there was substantial variation in the amount children looked toward the experimenter, children's looking behavior correlated with learning in only one of our three experiments (Experiment 2), contrary
to previous results (Martínez-Sussman et al., 2011; Shneidman et al., 2009). That we didn’t find such a correlation reliably might be explained via differences in the structure of the overhearing exposures we used, compared to those in previous work. In previous studies, the experimenter’s gaze was informative: she looked toward and interacted with the referents of the novel words while the child looked on. In our study, however, the objects were displaced from the experimenter, and she provided only descriptive cues to the referents of the novel words, avoiding looking toward the child or objects. Multiple studies show that toddlers are not only able to use speaker gaze to resolve referential ambiguity, but also actively seek it out (Baldwin, 1991; Vaish et al., 2011), suggesting that our participants’ gazes to the experimenter may have reflected not only attention, but also their uncertainty and consequent information-seeking (Hembacher et al., 2017). In an overhearing experiment testing the impact of joint attention between the overheard adult interlocutors on children’s learning, two-year-olds failed to learn a novel word when the addressee was distracted and not looking at the referent objects, which the authors hypothesized reflected children’s reliance on the addressee’s visual perspective to map the novel word (Fitch et al., 2020). In a similar context, where objects were labeled without joint attention, toddlers were able to learn new word mappings only with visible focus on the objects by the speaker (Baldwin et al., 1996; Bannard & Tomasello, 2012). In the absence of that cue, toddlers could demonstrate learning in a looking, but not explicit pointing, test (Bannard & Tomasello, 2012). It may be, therefore, that younger children in our study had difficulty establishing word-to-object mappings because the experimenter (and her unseen addressee) did not look toward the objects, but would have been able to show some knowledge of these mappings had we used a more explicit test of learning. Anecdotal evidence that children were looking toward the experimenter at least in part to resolve the referential ambiguity of her speech comes from a number of children across experiments who tried to spontaneously engage the experimenter (e.g., one child who, when the experimenter described the dax, held the blue object out toward her and asked, “This? You mean this little guy?”).

As we mentioned in the Introduction, our findings may speak to a puzzle in the language development literature: while even toddlers have been able to learn words from overhearing in experimental settings, studies consistently find no correlation between the quantity of early overheard input in children’s homes between 18 and 30 months, and their vocabulary growth six months to a year later (Shneidman et al., 2013; Shneidman & Goldin-Meadow, 2012). We suggest that the reason for the disconnect between toddlers’ in-lab overhearing prowess and overt interactions in experimental settings on the one hand, and the lack of correlation between naturalistic overheard speech and vocabulary growth on the other hand, may lie in the differential learning demands imposed by the two types of overheard speech (see Sperry et al., 2019, for a related discussion). Also as noted in the Introduction, previous experimental studies have tested learning from overheard speech in ways that may have placed lesser demands on children’s self-directed learning (see Table A1). Compared to the overheard speech presented in previous studies, the overheard speech in children’s own homes is liable to bear less resemblance to child-directed speech, to include fewer pedagogical cues, and to include more words that are unfamiliar to the child, rather than a single novel one. Because adult interlocutors “in the wild” will often share knowledge of words that are new to overhearing children, they are unlikely to consistently stress these words, embed them in labeling sentence frames, or supplement them with overt cues to reference like eye gaze, as adult experimenters often have in previous studies of learning from overhearing. These differences are likely to make naturalistic overheard speech more complex and difficult for children to learn from, such that they may not even attend to it early in development (Foushee et al., 2016; Kidd et al., 2012, 2014). Even if children do attend to overheard speech, they will often have to use the linguistic context to infer the meaning of an unfamiliar word, which will itself be difficult because the context will often be comprised of other unfamiliar words.

Of course, the complexity of naturalistic overheard speech is only one of the possible explanations for the pattern of results in the literature. As discussed in the Introduction, overheard speech as a category is likely to be much more diverse (including adult speech to other children, sibling productions, etc.), compared to the category of speech that the child receives directly. This makes the lack of correlation between the amount of overheard speech a child receives and their vocabulary growth especially difficult to interpret. By virtue of how adults tailor their input to children (e.g., Yurovsky, 2018), words in child-directed interactions are likely to be easier to hear and to interpret, and to be harder to ignore. Data from overheard speech are likely to be noisier, and isolating what the child has learned from overheard speech is especially difficult—thus the need for experimental studies like ours and others’ to complement observational studies.

Although we found that younger preschoolers did not reliably learn words via overhearing in our task, we do not wish to imply that children of this age cannot learn language from overheard speech more generally. Our studies focused specifically on the learning of overheard concrete nouns, whose meanings depend heavily on the situational context and would benefit especially from cues like joint attention (Fitch et al., 2020)—imposing significant attentional demands in their absence. Previous work suggests that it may be possible for young children to acquire partial word meanings—falling short of mapping words to their referents—when these meanings can be inferred from the linguistic context, or acquired via passive exposure (as might be the case for aspects of the meanings of verbs, see, e.g., Landau & Gleitman, 1985; Kline & Snedeker, 2013; Messenger et al., 2015; Naigles, 1990; Arunachalam, 2013; Arunachalam, 2016; Yuan & Fisher, 2009; and nouns, see e.g., Ferguson et al., 2014, 2018; Goodman et al., 2008). Further, even if young learners cannot acquire full word meanings via overhearing, attending to overheard speech may aid learners by increasing their familiarity with a new word form (e.g., learning that “tureen” is a legal English word) and providing information about a new word’s semantic domain and context of use. Thus, our data leave open whether young children might construct partial word meanings from overheard speech, paving the way for future learning.

It is also important to note that our conclusions about the utility of overheard speech, and the behaviors associated with learning from overhearing, should be limited to children in this sample, in this context—urban, educated, and child-centered. In contrast to many children across the globe, our participants were likely accustomed to receiving child-directed speech, and to having their attention directed, from infancy (Ochs & Schieffelin, 1984). Regardless of where children are growing up, they need data to learn the language of their community. How children get those data will look different depending on the childrearing and socialization practices of their community and the availability of their caretakers. Indeed, the contexts in which preschool-aged children come to learn best are partly responsive to their experiences as infants and toddlers, including whether they have had their attention directed and managed by caregivers (e.g., Yu & Smith, 2016) or have spent a large proportion of their time observing third-party interactions among other community members (Gutiérrez & Rogoff, 2003; Mastin & Vogt, 2016). In the domain of vocabulary acquisition, specifically, Mastin and Vogt (2016) found divergent results for the types of engagements that correlated with vocabulary growth for urban versus rural infants in Mozambique, based on which interactions were familiar to them. It is possible, therefore, that we might see earlier or more robust learning from overhearing in children who habitually receive less child-directed speech, who find themselves in joint attential interactions with adults less frequently, and/or who have more exposure to overheard speech. Indeed, Shneidman et al. (2009) found that children who had more practice overhearing at home exhibited distinct patterns of attention during an experimental overhearing exposure, and performed better at test (see also Correa-Chávez & Rogoff, 2009).
To conclude, the current experiments make several important contributions to the study of self-directed learning and language development. We show first that preschoolers can learn a substantial amount of linguistic information via naturalistic overhearing speech, without their attention being guided by an adult pedagogue. However, their ability to do so is developing during this period, and children’s success may depend on the degree to which they need to coordinate attention to the extralinguistic context (as opposed to the speech alone), the availability of referential cues, and the child’s existing vocabulary, as well as their skill at tracking the speech online and retaining novel phonological forms in memory. While the experimenter in the Pedagogical condition—and likely adults in general when they speak to children—sought to maintain children’s attention and reduce referential ambiguity, in overhearing contexts, children must manage their attention themselves, arguably a domain-general learning skill. With respect to the conflict between previous results in the experimental versus observational overhearing literatures, our study suggests that children may not show evidence of regularly acquiring vocabulary from the overheard speech in their own homes during the first few years of life in part because they are still developing the requisite attentional and linguistic abilities to learn words from overhearing. Future studies are needed to enrich our understanding of the role children themselves play in their own language development, as their self-directed learning abilities evolve.

CRediT authorship contribution statement

**Ruth Foushee:** Conceptualization, Methodology, Investigation, Project administration, Formal analysis, Visualization, Data curation, Writing, Funding acquisition

**Mahesh Srinivasan:** Conceptualization, Writing, Funding acquisition

**Fei Xu:** Conceptualization, Supervision, Writing, Funding acquisition.

**Acknowledgments**

We thank the children and families at the Harold E. Jones Child Study Center, Lawrence Hall of Science, and Bay Area Discovery Museum for participating in our research, and Tory Rose Full, Stella Lim, Mona Sterling, Chloé Thorbrogger, Shannon Dailey, Melis Muradoglu, Marly Santora, Mika Braun, Meg Bishop, Minh-Thy Nguyen, Phyllis Lun, Harmonie Strohl, Jacqueline Nguyen, Allison Fong, Gabriela Horton, Luvy Vanegas-Grímada, and Lisa Branum for their assistance with data collection. Nina Foushee, Ariel Starr, Monica Ellwood-Lowe, and Ben Whitney provided valuable feedback on earlier drafts of this manuscript. A subset of these data were presented at the 38th Annual Meeting of the Cognitive Science Society (Foushee & Xu, 2016). This research was supported by a National Science Foundation Graduate Research Fellowship to RF (DGE-1752814), awards from the National Science Foundation (SBE-16302040) and James S. McDonnell Foundation to MS, and an award from the National Science Foundation to FX (SMA-1640816).

Appendix A

**Table A1**

**Summary of previous overhearing experiments.**

<table>
<thead>
<tr>
<th>Study</th>
<th>Age range</th>
<th>Learning target</th>
<th>Word repetitions</th>
<th>Sentence frame</th>
<th>Child-directed context cues</th>
<th>Other notes</th>
</tr>
</thead>
<tbody>
<tr>
<td>Akhtar et al., 2001</td>
<td>25 &amp; 30 months</td>
<td>Object label</td>
<td>9 total (3 trials of 3 repetitions)</td>
<td>“I’m going to show you the toma. Let’s find the toma. I’ll show you the toma.”</td>
<td>E smiles or gazes at object, engages in joint attention with C, passes object to C</td>
<td>25-month-olds did not demonstrate robust learning of action label</td>
</tr>
<tr>
<td>Akhtar, 2005</td>
<td>25 &amp; 30 months</td>
<td>Object label</td>
<td>9 total (3 trials of 3 repetitions)</td>
<td>“I’m going to show you the toma. Want to see the toma? I’m going to show you the toma.”</td>
<td>E gazes to object, engage in joint attention with C</td>
<td>Distractor toy present</td>
</tr>
<tr>
<td>Floor &amp; Akhtar, 2006</td>
<td>18 months</td>
<td>Object label</td>
<td>9 total (3 trials of 3 repetitions)</td>
<td>“I’m going to show you the toma. Want to see the toma? I’m going to show you the toma.”</td>
<td>E plays a warm-up round of a finding game with child</td>
<td></td>
</tr>
<tr>
<td>Sheideman et al., 2009</td>
<td>20 months</td>
<td>Object label</td>
<td>9 total (3 trials of 3 repetitions)</td>
<td>“Look at the Blicket! Look at the Blicket! Look at the Blicket!”</td>
<td>E uses child-directed speech style, engages in joint attention with C, passes object to C to place down chute</td>
<td></td>
</tr>
<tr>
<td>Martínez-Sussman et al., 2011</td>
<td>27 months</td>
<td>Object label</td>
<td>9 total (3 trials of 3 repetitions)</td>
<td>“I’m going to show you the one that’s in here. It’s a teebu. Do you want to see the one that’s in here? It’s a teebu. I’ll show you the one that’s in here. It’s a teebu.”</td>
<td>E begins experiment with familiarization phase with child</td>
<td>Distractor toy present</td>
</tr>
<tr>
<td>Gampe et al., 2012</td>
<td>18 months</td>
<td>Object label</td>
<td>9 total (3 trials of 3 repetitions)</td>
<td>“I’m gonna show the one my mom gave me. Wanna see the one my mom gave me? I’ll show you the one my mom gave me.”</td>
<td>E smiles or gazes at object, engages in joint attention with C, passes object to C, who performs action</td>
<td>Study 2 used a music game</td>
</tr>
<tr>
<td>O’Doherty et al., 2011</td>
<td>30 months</td>
<td>Object label</td>
<td>9 total (3 trials of 3 repetitions)</td>
<td>“I’m going to show you the toma. Let’s see the toma. I’m going to find the toma”</td>
<td>E gazes to object, engages in joint attention with C, demonstrates action, C imitates</td>
<td>Learning only when C handed object</td>
</tr>
</tbody>
</table>

Note. E = experimenter, C = confederate.
Experiment 1 Pedagogical condition experimenter script

Hi, [Child's Name]! I brought some fun new toys in to play with. I brought a dog, a toma, a pimwit, a white cup, a zav, and a fep! Do you know what a pimwit is? I brought a purple pimwit today. [Lifts pimwit.] It's springy with a face. This purple pimwit is my sister's favorite. I really like the purple pimwit, too. [Sets down purple pimwit.]

I also brought a fep. [Lifts fep.] This fep is blue and tickly and you can put your fingers inside [demonstrates]. Have you ever played with a fep? I got this blue fep in Disneyland. This fep is very fun. [Sets down fep.]

I like playing with white cups too. [Lifts cup.] This cup I brought in is a white toy cup that I play with my dolls with. It's a nice cup. This cup is full of milk. I've had this white cup for two years. [Sets down cup.]

I also just got a new green toma! [Lifts toma.] This toma is a circle-shape, and it even lights up if you press on it! [demonstrates]. The toma only lights up if you press on the green star, though. My uncle gave this toma to me. I really like playing with the toma. [Sets down toma.]

I brought a fuzzy dog in too. [Lifts dog.] It's a black dog. This dog has a heart around its neck. I bring this dog to school. It looks like a dog I want to have as a pet. [Sets down dog.]

The last thing I brought was a zav. [Lifts zav.] It's a yellow zav and it has a bunch of stickers in all different colors on it. You can take the stickers on and off this zav [demonstrates]. I found this zav in the garden. I like this zav best. [Sets down zav.]

Ok, [Child's Name], are you ready to play a game with the [pointing] green circle toma from my uncle, the fuzzy dog I bring to school, the pimwit with the googly eyes that my sister loves, the blue fep I got from Disneyland, the white cup I've had for two years, and the yellow zav I found in the garden.

Let's do it!

Experiment 1 Overhearing condition experimenter script

Hi, how are you?

I'm good, thanks! Yeah, I'm at [Location]. I just brought some fun new toys in to play with. I brought a dog, a toma, a pimwit, a white cup, a zav, and a fep! Do you know what a pimwit is? I brought one today. It is a purple pimwit. It's springy with a face. The purple pimwit is my sister's favorite. I really like the purple pimwit, too.

I also brought a fep. This fep is blue and tickly and you can put your fingers inside. Have you ever played with a fep? I got this blue fep in Disneyland. This fep is very fun.

Yeah, I like playing with dolls and toys like cups, too. I brought in a white toy cup that I play with my dolls with. It's a nice cup. This cup is full of milk. I have had this white cup for two years.

Um, yeah I just got a new green toma. The toma is a circle-shape, and it even lights up if you press on it! The toma only lights up if you press on the green star, though. My uncle gave this toma to me. I really like playing with the toma.

I brought a fuzzy dog in too. It's a black dog. This dog has a heart around its neck. I bring this dog to school. It looks like a dog I want to have as a pet.

What? Oh yeah, the last thing I brought was a zav. It's a yellow zav and it has a bunch of stickers in all different colors on it. You can take the stickers on and off the zav. I found this zav in the garden. I like this zav best.

Ok I'm going to go back and play now with the green circle toma from my uncle, the fuzzy dog I bring to school, the pimwit with the googly eyes that my sister loves, the blue fep I got from Disneyland, the white cup I've had for two years, and the yellow zav I found in the garden.

Bye! ['hangs up' phone.]

[To child:] Hi, [Child's Name]! Are you ready to play a game with me? Alright!

Experiment 3 experimenter/caller script

EXP: Hi, how are you?

CALLER: Doing alright, and you?

EXP: I'm good, thanks! Yeah, I'm at [Berkeley/Bay Area Discovery Museum/the preschool]. I just brought some fun new toys in to play with. I brought a dog, a toma, a pimwit, a white cup, a zav, and a fep!

CALLER: Whoa, cool, I've never heard of some of those things.

EXP: Do you know what a pimwit is?

CALLER: No...

EXP: I brought one today. It is a purple pimwit. It's springy with a face. The purple pimwit is my sister's favorite. I really like the purple pimwit, too.

CALLER: I bet! What else?

EXP: I also brought a fep. This fep is blue and tickly and you can put your fingers inside. Have you ever played with a fep?

CALLER: No!

EXP: I got this blue fep in Disneyland. This fep is very fun.

CALLER: It sounds like it, but I think I like playing things like house and tea party even better.

EXP: Yeah, I like playing with dolls and toys like cups, too. I brought in a white toy cup that I play with my dolls with. It's a nice cup. This cup is full of milk. I have had this white cup for two years.

CALLER: Yeah, anything else?

EXP: I brought a fuzzy dog in too. It's a black dog. This dog has a heart around its neck. I bring this dog to school. It looks like a dog I want to have as a pet.

CALLER: Aww - I wanna see! And what about that other thing?

EXP: What? Oh yeah, the last thing I brought was a zav. It's a yellow zav and it has a bunch of stickers in all different colors on it. You can take the
stickers on and off the zav. I found this zav in the garden. I like this zav best.

CALLER: Wow, cool.

EXP: Ok I’m going to go back and play now with the fuzzy dog I bring to school, (Mmhm) the pimwit with the googly eyes that my sister loves, (Mmhm) the blue fep I got from Disneyland, (Mmhm) the white cup I’ve had for two years, (Mmhm) and the yellow zav I found in the garden.

CALLER: Oh, have a good time!

EXP: Bye! (hangs up phone.)

(to child:) Hi, [CHILD’S NAME]! Are you ready to play a game with me? Alright!

(Comes to sit in chair across from child, and lines toys up in front of child. Reaches down to containers on floor below chair, and lifts one onto the table.)

Appendix B. Supplementary data

Supplementary data to this article can be found online at https://doi.org/10.1016/j.cognition.2020.104415.

References


